Reading III.Simple Linear Regression and Correlation Analysis

The primary source of information for this reading is from

http://www.netnam.vn/unescocourse/statistics/statistics.htm
Statistical Data Analysis by Quang and Hong and also by the Rice Virtual Lab in Statistics  http://davidmlane.com/hyperstat/index.html.  Appendix material (pp 16-18) can be ignored.

The relationship between two random variables is known as a bivariate relationship.  Regression and correlation analyses will show how to determine both the nature and the strength of a relationship between two variables.  In regression analysis we develop an estimating equation that relates the known variables to the unknown variable.  Then, after we have learned the pattern of this relationship we can apply correlation analysis to determine the degree to which the variables are related.  Correlation analysis tells us how well the estimating equation actually describes the relationship.  The known variable (or variables) is called the independent variable(s) in regression analysis while the variable we are trying to predict is the dependent variable.  Sometimes, more than one independent variable is added in order to improve the accuracy of predictions – this is multivariate regression analysis.  

In simple linear regression analysis we can have only one dependent variable in our estimating equation.  The first step in determining whether there is a relationship between two variables is to examine the graph of the observed (or known) data, i.e. of the data points. The graph of the data points is called a scatter diagram or scattergram (left, below).
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From the scattergram we can visualize the relationship that exists between the two variables. As a result we can draw or “fit” a straight line through our scattergram to represent the relationship. We see that the relationship described by the data points is described by a straight line, a linear relationship (right diagram, above). This relationship, as we see, is inverse because y decreases as x increases.  When x and y both increase or decrease together they have a direct relationship. 

Suppose we believe that the value of y tends to increase or decrease in a linear manner as x increases. Then we could select a model relating y to x by drawing a line that is well fitted to a given data set. Such a deterministic model – one that does not allow for errors of prediction –might be adequate if all of the data points fell on the fitted line. However, you can see that this idealistic situation will not occur for the data of the diagram on the right above. No matter how you draw a line through the points in the figure, at least some of points will deviate substantially from the fitted line.

The solution to the proceeding problem is to construct a probabilistic model relating y to x- one that acknowledges the random variation of the data points about a line. One type of probabilistic model, a simple linear regression model, makes assumption that the mean value of y for a given value of x graphs as straight line and that points deviate about this line of means by a random amount equal to e, i.e.

y = A + B x + e,

where A and B are unknown parameters of  the deterministic (nonrandom ) portion of the model.

If we suppose that the points deviate above or below the line of means and with expected value  E(e) = 0 then the mean value of y is

y = A + B x.

Therefore, the mean value of y for a given value of x, represented by the symbol E(y) graphs as straight line with y-intercept A and slope B.

A graph of the hypothetical line of means, E(y) = A + B x is shown in the diagram.
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Where y = dependent variable (variable to be modeled), x = independent variable (variable used as a predictor of y), e = random error, or residual, A = y-intercept of the line and B = slope of the line.

In order to fit a simple linear regression model to a set of data, we must find estimators for the unknown parameters A and B of the line of means y = A + B x. Since the sampling distributions of these estimators will depend on the probability distribution of the random error e, we must first make specific assumptions about its properties. 
ASSUMPTIONS REQUIRED FOR A LINEAR REGRESSION MODEL
1.      The mean of the probability distribution of the random error is 0, E(e) = 0, that is, the average of the errors over an infinitely long series of experiments is 0 for each setting of the independent variable x. this assumption implies that the mean value  of y, E(y) for a given value of x is y = A + B x.
2.      The variance of the random error is equal a constant, say s2, for all value of x.

3.      The probability distribution of the random error is normal or Gaussian.

4.      The errors associated with any two different observations are independent. That is, the error associated with one value of y has no effect on the errors associated with other values.

Estimating A and B: the method of least squares

The first problem of simple regression analysis is to find estimators of A and B of the regression model based on a sample data.  Suppose we have a sample of n data points (x1, y1), (x2, y2), ..., (xn, yn). The straight-line model for the response y in terms x is

y = A + B x + e.

The line of means is E(y) = A + B x and the line fitted to the sample data  is [image: image4.png]y=a+bx



. Thus, [image: image5.png]


is an estimator of the mean value of y and a predictor of some future value of y; and a, b are estimators of A and B, respectively.  For a given data point, say the point (xi, yi), the observed value of y is yi and the predicted value of y would be
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and the deviation of the ith value of y from its predicted value is

[image: image7.png]SSE = i[,v, ~(a+bx)

=
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The values of a and b that make the SSE minimum is called the least squares estimators of the population parameters A and B and the prediction equation   [image: image8.png]y=a+bx



 is called the least squares line. The least squares line is one that has a smaller error or residuals than any other straight-line model.

FORMULAS FOR THE LEAST SQUARES ESTIMATORS
Slope:           [image: image9.png]_ S,
58,



,   y-intercept:   [image: image10.png]



Where
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,

           n = sample size

The least squares method produces the equation of the best-fitting straight line. It is [image: image14.png]—0.3+205x




 . 
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You can calculate the slope and y-intercept of the data using Microsoft Excel.  Enter in one column the x-values in the diagram above: 0.2, 0.4, 0.6, 0.8, 1.0 and their corresponding y-values in another column: 2, 10, 13, 15, 20.  To obtain the slope use the Excel statistical function “slope” and obtain the y-intercept using “intercept”.  The “help” function key for these functions will explain many of the ideas presented here.  Another function that can be calculated, explained later, is “steyx” the standard error of y around x.

The straight linear fit to data may not always be the best.  Other forms of curves may be more appropriate and examples are listed below:

Y = ao + a1X    straight line    

Y = ao + a1X +a2X2     Parabolic or quadratic curves

Y = ao + a1X +a2X2 + a3X3      Cubic curve

Y = ao + a1X +a2X2 + a3X3 + a4X4       Quartic curve

Y = ao + a1X +a2X2 + a3X3 + a4X4 + … + anXn       nth degree curve   

The right sides of these equations are polynomials of the first, second, third, fourth and nth degrees, respectively.  The functions defined by the first four of these equations are sometimes called linear, quadratic, cubic and quartic functions, respectively.

Other possible equations in practice may include:

Y = 1/(ao +a1X)  or 1/Y = ao +a1X      a hyperbola

Y = abX   or   log Y = log a + (log b)X   =  ao + a1X    Exponential curve

Y = aXb or log Y = log a + b log X    Geometric curve

If a scatter diagram of log Y vs X shows a linear relationship then the equation is exponential while if log Y vs log X is linear, then the scatter is geometric.  These scatter curves can be plotted on semi-log or log-log graph paper, respectively.

Correlation analysis
Correlation analysis is the statistical tool that we can use to describe the degree to which one variable is linearly related to another. Frequently, correlation analysis is used in conjunction with regression analysis to measure how well the least squares line fits the data.  Correlation analysis can also be used by itself, however, to measure the degree of association between two variables.  The most common measure of correlation is the Pearson Product Moment Correlation (called Pearson's correlation for short). When measured in a population the Pearson Product Moment correlation is designated by the Greek letter rho (ρ). When computed in a sample, it is designated by the letter "r" and is sometimes called "Pearson's r."  Pearson's correlation reflects the degree of linear relationship between two variables. It ranges from +1 to -1 and has the same sign as b, the slope of the least squares line.  A correlation of +1 means that there is a perfect positive linear relationship between variables high data value on the X-axis associated with high data values on the Y-axis.  A correlation of -1 means that there is a perfect negative linear relationship between variables. See the scatterplots below for some examples.  A correlation of 0 means there is no linear relationship between the two variables.
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In Microsoft Word these diagrams can be expanded.

In this section we present two measures for describing the correlation between two variables: the coefficient of determination and the coefficient of correlation.  The Pearson product moment coefficient of correlation (or simply, the coefficient of correlation)  r  is a measure  of the strength of the linear relationship between two variables x and y. It is computed (for a sample of n measurements on x and y ) as follows
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Keep in mind that the correlation coefficient r measures the correlation between x values and y values in the sample, and that a similar linear coefficient of correlation exists for the population from which the data points were selected.  

In Microsoft Excel the pearson correlation can be obtained for two time series by using either the statistical function “pearson” or “correl”.

Explained and Unexplained Variation

In the equations above, SSyy is the total variation of Y (the sum of the squares of the deviations of the values of Y from their Mean as described in Reading I as the variance).
It is true that     Total variation = Explained variation + Unexplained variation.  Let’s look at the meaning of these types of variation.  The diagram below shows the variations of y values in the dataset around (1) the fitted regression line (estimates) and their own mean (y-bar). 

	
[image: image24.wmf] 




Here we singled out one observed value of y (the final value far above the dark blue line) and show that the total variation of this y from its mean [image: image25.png]


,  is [image: image26.png]


.  It consists of the unexplained deviation [image: image27.png].



 and the remaining explained deviation [image: image28.png]


.  Now consider a whole set of observed y values instead of only one value. The total variation, i.e., the sum of squared deviations of these points from their mean would be
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, as in determining the variance of the values of y.

The unexplained portion of the total variation of these points from the regression line is 

[image: image30.png]552304 - 50

=



, as in determining the variance around the regression line as which is also known as the sum of the square errors (SSE).

The explained portion of the total variation is
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, again where the y-hat values are the estimates/predictions based on regression.      

The coefficient of correlation is
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 and the coefficient of determination is the square of this r2.     [image: image33.png]=
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The coefficient of determination is determined by squaring the correlation coefficient (r2) and multiplying it by 100%. Statisticians interpret the coefficient of determination by looking at the amount of the variation in y that is explained by the regression line.

Following formulae notation from the preceding subsection the coefficient of determination is
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     and this is rewritten        [image: image35.png]88, - SSE . SSE
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Spearman’s Formula for Rank Correlation

Instead of using the data values of variables in an analysis, or when such precision is unavailable, the data may be ranked in order of magnitude using numbers 1, 2,…N.  If two variables X and Y are ranked in such a manner the coefficient of rank correlation

is given by  
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  where D is the differences between ranks of the corresponding values of X and Y in the dataset and N is the number of pairs of values (X,Y) in the data.  The basic formula does not provide for the effects of tied ranks.  The proportion of such ranks has to be rather high to have a noticeable effect and a corrected formula is available if one has a large tied-rank problem.  Tests of statistical significance and for obtaining standard errors of estimate are the same as those provided in this Reading for the Pearson correlation.  Spearman’s test is non-parametric and usually used with unusual types of data but it can be used on climate data if there is concern about whether the climate data are normally distributed or characterized by strong autocorrelation – one could evaluate the Spearman correlation in light of r values obtained using Pearson.

Standard error of the estimate

The standard error of the estimate is a measure of the accuracy of predictions made with a regression line. Consider the following data.

The second column (Y) is predicted by the first column (X). The slope and Y intercept of the regression line are 3.2716 and 7.1526 respectively. The third column, (Y'), contains the predictions (or “estimates”) and is computed according to the formula: Ŷ = 3.2716X + 7.1526. The fourth column (Y-Ŷ) is the error of prediction. It is simply the difference between what a subject's actual score was (Y) and what the predicted score is (Y-Ŷ). The sum of the errors of prediction is zero. The last column, (Y-Ŷ)2  (is alternately labeled Y’ in the Table), contains the squared errors of prediction. 
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The regression line seeks to minimize the sum of the squared errors of prediction. The square root of the average squared error of prediction is used as a measure of the accuracy of prediction. This measure is called the standard error of the estimate and is designated as σest. The formula for the standard error of the estimate of Y on X for a population is: 
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where N is the number of pairs of (X,Y) points and the numerator is the sum of the squares of the difference between Y and its estimates. For this example, the sum of the squared errors of prediction is 70.77. The standard error of the estimate is therefore equal to        [image: image38.png]



Just as the standard deviation was modified by replace N in the denominator with N-1 to avoid biases in small samples, the standard error of estimate of Y on X for a least squares regression line is often written by statisticians with an N-2 in the denominator, replacing N. 

One typically does not know the population parameters and therefore has to estimate from a sample. The symbol sest is used for the estimate of σest. The relevant formulas are: 

[image: image39.png]


        where Y’ is here replacing Ŷ (no change in meaning).

The alternate formula for the standard error of the estimate applies to the correlation coefficient:      [image: image40.png]


              

where is σy is the population standard deviation of Y and ρ is the population correlation between X and Y. For this example, [image: image41.png]"est = 3.95

2.43



                               and the “N-2” form for a small sample would be written as      [image: image42.png]
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where r is the sample correlation and Sy is the sample standard deviation of Y. (Note that Sy has a capital rather than a small "S" so it is computed with N in the denominator). The similarity between the standard error of the estimate and the standard deviation should be noted: The standard deviation is the square root of the average squared deviation from the mean; the standard error of the estimate is the square root of the average squared deviation from the regression line. Both statistics are measures of unexplained variation. 

The Microsoft Excel statistical function “STEYX” is designed to quickly calculate the standard error of y as a function of x.  This quick solution solves the most recent equation above (on the right) and is also re-written:    
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by Brooks and Carruthers (1953) in their Handbook of Statistical Methods in Meteorology.   For a relatively large sample (say N>40), which might better mimic a “population”, the STEYX function is perfectly valid given the “population” basis for the defining equation.

Sampling distribution of Pearson's r 

Just like any other statistic, Pearson's r has a sampling distribution. If N pairs of data values were sampled over and over again the resulting Pearson r's would form a distribution. When the absolute value of the correlation in the population is low (say less than about .4) then the sampling distribution of Pearson's r is approximately normal. However, with high values of correlation, the distribution has a negative skew. The graph below shows the sampling distribution of Pearson's r when the population correlation is 

r = 0.8 and when N = 19. The strong negative skew is apparent. Although no value of r ever exceeds 1.0, some values of r are very low. A transformation called Fisher's z' transformation converts Pearson's r to a value that is normally distributed and with a [image: image116.png]24 -1
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It stands to reason that the greater the sample size (N, the number of pairs of scores), the smaller the standard error. Since N is in the denominator of the formula, the larger the sample size, the smaller the standard error. Consider the following problem: If the population correlation (rho) between El Niño indices and Arizona precipitation was .5, what is the probability that a correlation based on 19 observations would be larger than .75?  The first step is to convert a correlation of .5 to z'. This can be done with the r to z' table. The value of z' is .55. The standard error is [image: image46.png]


= 1/4 = .25.

The second step is to convert .75 to z'. Again this is done with an r to z' table. The value is .97.

The number of standard deviations from the mean can be calculated with the formula: [image: image47.png]


where: z is the number of standard deviations above the z' associated with the population correlation, z' is the value of Fisher's z' for the sample correlation (z' =.97 in this case), μ is the value of z' for the population correlation (.55 in this case) and is the mean of the sampling distribution of z'.[image: image48.png]


 is the standard error of Fisher's z'; it was previously calculated to be .25 for N = 19. 
Plugging the numbers into the formula: z = (.97 - .55)/.25 = 1.68. Therefore, a correlation of .75 is associated with a value 1.68 standard deviations above the mean. As shown previously, a z table can be used to determine the probability of a value more than 1.68 standard deviations above the mean. The probability is .95. Therefore there is a .05 probability of obtaining a Pearson's r of .75 or greater when the "true" correlation is only .50. 

Tests of Pearson's correlation

The sampling distribution of Pearson's r is normal only if the population correlation (ρ) equals zero; it is skewed if ρ is not equal to 0 (click here for illustration). Therefore, different formulas are used to test the null hypothesis that ρ = 0 and other null hypotheses.

Assumptions
1. The N pairs of scores are sampled randomly and independently.
2. The distribution of the two variables is bivariate normal.
Null Hypothesis: ρ = 0
A hypothetical experiment is conducted on the relationship between job satisfaction and job performance. A sample of 100 employees rate their own level of job satisfaction. This measure of job satisfaction is correlated with supervisors' ratings of performance. The question is whether there is a relationship between these two measures in the population.  The following steps are taken.

1. Specify the null hypothesis and an alternative hypothesis. The null hypothesis is ρ = 0; the alternative hypothesis is ρ [image: image49.png]


0.

2. Choose a significance level. Assume the .05 level is chosen (i.e., 95% confidence).

3. Compute the sample value of Pearson's correlation. In this experiment, r = .27.

4. Compute p, the probability (or probability value) of obtaining a difference between and the value specified by the null hypothesis (zero) as large or larger than the difference obtained in the experiment. Applying the general formula,
[image: image50.png]



where [image: image51.png]


 is the standard error of r. The degrees of freedom are N-2 where N is the sample size. When ρ = 0,
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   , or, [image: image53.png]


or still better for criticial “r”       
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For this example, [image: image55.png]


   = 2.776.            

The df are N - 2 = 100 - 2 = 98. A t table can be used to find that the two-tailed probability value for a t of 2.776 with 98 df is .007. 

5. Compare the step 4 probability to the significance level used in Step 2. Since the probability value (.007) is less than the significance level (.05), correlation is significant. 

6. Since the effect is significant, the null hypothesis is rejected. It is concluded that the correlation between job satisfaction and job performance is greater than zero. 

7. A report of this finding might be as follows:  There was a small but significant relationship between job satisfaction and job performance, r = .27, t(98) = 2.78, p = .007.

The expression "t(98) = 2.78" means that a t test with 98 degrees of freedom was equal to 2.78. The probability value is given by "p = .007." Since it was not mentioned whether the test was one- or two-tailed, it is assumed the test was two tailed. The relationship between job satisfaction and job performance was described as "small." Refer to the section on "scatterplots of example values of r" to see what a relationship of that size looks like. 

Making confidence interval inferences about the regression line slope, B 

The probabilistic model y = A + B x + e is for the relationship between two random variables x and y, where x is independent variable and y is dependent variable, A and B are unknown parameters, and e is a random error. Under the assumptions made on the random error e we have E(y) = A + B x . This is the population regression line.  If we are given a sample of n data points (xi, yi), i =1,...,n, then by the least squares method in we can find the straight line [image: image56.png]y=a+bx



 fitted to these sample data. This line is the sample regression line. It is an estimate for the population regression line. We should be able to use it to make inferences about the population regression line. In this section we shall make inferences about the slope B of the “true” regression equation that are based upon the slope b of the sample regression equation. 

The theoretical background for making inferences about the slope B lies in the following properties of the least squares estimator  b:
1.      Under the assumptions made above, b will possess sampling distribution that is normally distributed.

2.      The mean of the least squares estimator b is B, E(b) = B, that is, b is an unbiased estimator for B. 
3.      The standard deviation of the sampling distribution of b is
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      where sest is the standard error of estimate from above. 

 

We begin hypotheses testing about the slope B by forming null and alternative hypotheses:

[image: image58.png]Hy:B=B,
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    where H0 is a test that the slope is zero and

where B0 is the hypothesized value  of B.

Often, one tests the hypothesis if B = 0 or not, that is, if x does or does not contribute information for the prediction of y. The setup of our test of utility of the model is summarized below for a one-tailed and two-tailed t-test.

A TEST OF MODEL UTILITY   (ONE-TAILED TEST) 
[image: image59.png]Hy:B=0
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Test statistic:   The significance test for the slope of the regression line is done using the general formula for testing using the standard error. Specifically,

[image: image60.png]
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or simply b/sb for the null hypothesis.


Rejection region: if [image: image62.png]


  ( or t > t ),

where [image: image63.png]


 is based on (n - 2) degrees of freedom and alpha is the level of statistical confidence we are seeking in our assessment, say 95% confidence.

The slope itself is
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 HYPERLINK "http://davidmlane.com/hyperstat/A118355.html" 
Assumptions
1. Normality of residuals: The errors of prediction (Y-Y') are normally distributed.
2. Homoscedasticity (that the variance around the regression line is the same for all the predictor values x, i.e., all along the regression line the points are similarly and randomly dispersed)
3. The relationship between X and Y is linear.
The following is a “cookbook” sequence useful in testing the slope of the regression line for statistical significance using a 95% confidence interval.
The first step might be to perform a t-test of the correlation coefficient, r.  This is not absolutely necessary at this point and it will be discussed thoroughly in the next section.  Let’s go on… 

 Confidence interval for b 
1. Compute (r)(sy/sx)where r is Pearson's correlation, sx is the standard deviation of X and sy is the standard deviation of Y. 

2. Compute [image: image65.png]


                (STEYX!)
3. Compute 
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4. Compute df = N - 2. 

5. Find t for these df using a t table.
6. Lower limit = b - t sb 

7. Upper limit = b + t sb 

8. Lower limit [image: image67.png]


population slope [image: image68.png]


upper limit.

For a  TWO-TAILED TEST         [image: image69.png]Hy:B=0
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Test statistic: [image: image70.png]



Rejection region[image: image71.png]£ty ort Yt
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where [image: image72.png]2



 is based on (n-2) df.

The values of [image: image73.png]


 such that [image: image74.png]


 are given in any t distribution table.

Sampling distribution of differences between independent Pearson r's

The sampling distribution of the difference between two independent Pearson r's can be approached in terms of the sampling distribution of z'. First both r's are converted to z'. The standard error of the difference between independent z's is: [image: image75.png]


where N1 is the number of pairs of scores the first correlation is based on and N2 is the number of pairs of scores the second correlation is based upon. It is important to keep in mind that this formula only holds when the two correlations are independent. This means that different subjects must be used for each correlation. If three tests are given to the same subjects then the correlation between tests one and two is not independent of the correlation between tests one and three. 

Assume that in the population of females the correlation between a test of verbal ability and a test of spatial ability is .6 whereas in the population of males the correlation is .5. 

If a random sample of 40 females and 35 males is taken, what is the probability that the correlation for the female sample will be lower than the correlation for the male sample. Start by computing the mean and standard deviation of the sampling distribution of the difference between z's. As can be calculated with the help of the r to z' procedure, r's of .6 and .5 correspond to Z's of .69 and .55 respectively. Therefore the mean of the sampling distribution is .69-.55 = .14. The standard deviation is [image: image76.png].24



The portion of the distribution for which the difference is negative (the correlation in the female sample is lower) is shaded. What proportion of the area is this? A difference of 0 is: [image: image77.png]


standard deviations above (.58 sd's below) the mean. A z table can be used to calculate that the probability of a z less than or equal to -.58 is .28. Therefore the probability the the correlation will be lower in the female sample is .28.
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Other Null Hypotheses
For other null hypotheses, the significance test of r is done Fisher's z' transformation. The formulas used in the fourth step of hypothesis testing are shown below:

[image: image78.png]



where [image: image79.png]


 is the value of r converted to z', [image: image80.png]


 is the value of ρ converted to z', and [image: image81.png]


is the standard error of z'. It can be computed as:




Once z is computed, a z table is used to calculate the p value.

Suppose a theory of intelligence predicts that the correlation between intelligence and spatial ability is .50. A sample of 73 high school students was given both a test of intelligence and spatial ability. The correlation between the tests was .677. Is the value of .677 significantly higher than .50? The null hypothesis therefore is ρ = .50. The r to z' table can be used to convert both the r of .677 and the of .50 to Fisher's z'. The values of z' are .824 and .549 respectively. The standard error of z' is: [image: image83.png]


= .1195 and therefore, z = (.824 - .549)/.1195 = 2.30. A z table shows that the two-tailed probability value for a z of 2.30 is .021. Therefore, the null hypothesis that the population correlation is .50 can be rejected.

Using the regression model for estimation and prediction 

The most common uses of a probabilistic model can be divided into two categories:

1)    The use of the model for estimating the mean value of y, E(y), for a specific value of x
2)    The second use of the model entails predicting a particular y value for a given x value.

In case 1) we are attempting to estimate the mean result of a very large number of experiments at the given x value. In case 2) we are trying to predict the outcome of a single experiment at  the given x value.

The difference in these two model uses lies in the relative accuracy of the estimate and the prediction. These accuracies are best measured by the repeated sampling errors of the least squares line when it is used as estimator and as a predictor, respectively. These errors are given in the next box.

Sampling Errors for the Estimator of the Mean and the Predictor of an individual y.

The standard deviation of the sampling distribution of the estimator [image: image84.png]


of the mean value of y at a fixed x is

[image: image85.png]



The standard deviation of the prediction error for the predictor [image: image86.png]


of an individual y-value at a fixed x is

[image: image87.png]



The true value of σ  will rarely be known. Thus, we estimate σ by s and calculate the estimation and prediction intervals as follow

A  (1- α)100% CONFIDENCE INTERVAL FOR THE MEAN VALUE OF y FOR x = xp 
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or  [image: image89.png]



where [image: image90.png]2



 is based on (n-2) df

 

A  (1- α)100% CONFIDENCE INTERVAL FOR AN INDIVIDUAL y FOR x = xp
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or  [image: image92.png]



where [image: image93.png]2



 is based on (n-2) df

Summary

In this reading we introduced bivariate relationships and showed how to compute the coefficient of correlation, [image: image94.png]


, a measure of the strength of the linear relationship between two variables. We have also presented the method of least squares for fitting a prediction equation to a data set, a regression analysis procedure.  The steps that we follow in the simple linear regression analysis are:

To hypothesize a probabilistic  straight-line model  y=A + Bx + e.
To make assumptions on the random error component e.
To use the method of least squares to estimate the unknown parameters in the deterministic component, y=A + Bx.
To assess the utility of the hypothesized model. Included here are making inferences about the slope B, calculating the coefficient of correlation r and the coefficient of determination r​2.
If we are satisfied with the model we used it to estimate the mean y value, E(y), for a given x  value and to predict an individual y value for a specific x  value

Appendix: Example  The international rice research institute in the Philippines wants to relate the grain yield of rice varieties, y,  to the tiller number, x . They conducted experiments for some rice varieties and tillers. Below there are the results obtained for the rice variety Milfor 6

	Table 11.3  The grain yield of rice, y,  for the tiller number, x 

	Grain Yield, 
kg/ha 
	Tillers, 
no./m2 

	4,862
	160

	5,244
	175

	5,128
	192

	5,052
	195

	5,298
	238

	5,410
	240

	5,234
	252

	5,608
	282


Step 1  Suppose that the assumptions listed in Section 11.2 are satisfied, we hypothesize a straight line probabilistic model for the relationship between the grain yield,  y, and the tillers, x 
y = A + B x + e. 

Step 2  Use the sample data  to find the least squares line. For the purpose we make calculations: 
[image: image95.png]8 = Dx-D*
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,         [image: image96.png]8y = D5 = D05 -9
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, [image: image98.png]



for the data. As a result, we obtain the least squares line 

[image: image99.png]§=4242+456x



  

The scatter gram for the data and the least squares line fitted to the data are depicted in Figure 11.8. 

	[image: image100.png]I

S0

a0






	Figure 11.8  Simple linear model relating Grain Yield to TillerNumber


Step 3  Compute an estimator, s2, for the variance 2  of the random error e : 

[image: image101.png]


           where           [image: image102.png]552304 - 50

=



.

The result of computations gives s2 = 16,229.66,   s = 127.39. The value of s implies that most of the observed 8 values will fall within 2s = 254.78 of their respective predicted values.

Step 4  Check the utility of the hypothesized model, that is, whether x really contributes information for the prediction  of y using the straight-line model. First test the hypothesis that the slope B is 0, i.e., there is no linear relationship between the grain yield, y, and the tillers, x. We test:  

  [image: image103.png]Hy:B=0
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           Test statistic:         [image: image104.png]



For the significance level   = 0.05, we will reject H0 if  [image: image105.png]£ty ort Yt



,

where [image: image106.png]2



 is based on (n-2) = (8 – 2) = 6 df. On this df we find t0.025 = 2.447,
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.

This t-value is greater than t0.025. Thus, we reject the hypothesis B = 0.

Next, we obtain an additional information about the relationship by forming a confidence interval for the slope B. A 95% confidence interval is

[image: image108.png]564278
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.

It is the interval (1.78, 7.34).

Another measure of the utility of the model is the coefficient of correlation

[image: image109.png]88,
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,  where [image: image110.png]55, =057
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.

Computations give r = 0.853.

The high correlation confirms our conclusion that B differs from 0. It appears that the grain yield and tillers are rather highly correlated.

The coefficient of determination is r2 = 0.7277, which implies that 72.77% of the total variation is explained by the tillers.

Step 5 Use the least squares model: 

Suppose the researchers want to predict the grain yield if the tillers are 210 per m2, i.e., xp =210. The predicted value is

[image: image111.png]P =4242+4.56x, =4242+4.56%210 = 51996



. 
If we want a 95% prediction interval, we calculate

[image: image112.png]57 7
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= 5199 +331.18 = (4867.82, 5530.18)




Thus, the model yields a 95% prediction interval for the grain yield for the given value 210 of tillers from 4867.82 kg/ha to 5530.18 kg/ha.

Example 11.12   Find a 95% confidence interval for the mean carbon monoxide ranking of all cigarettes that have a nicotine content of  0.4 milligram. Also, find a 95% prediction interval for a particular cigarette if its nicotine content is 0.4 mg.

Solution For a nicotine content of 0.4 mg, xp = 0.4 and the confidence interval for the mean of y is calculated by the formula in left of the above box with  s = 1.82, n = 5,  df = n - 2 = 5 -  2 = 3,      t0.025 = 3.182 , SSxx = 0.4. Hence, we obtain the confidence interval  (7.9  3.17).

Also, by the formula in the right cell  we obtain the 95% prediction interval for a particular cigarette with nicotine content of  0.4 mg as (7.9  6.60).

From the Example 11.12  it is important note that the prediction interval for the carbon monoxide ranking of an individual cigarette is wider than corresponding confidence interval for the mean carbon monoxide ranking. By examining the formulas for the two intervals, we can see that this will always be true.

Additionally, over the range of sample data, the width of both intervals increase as the value of x gets further from [image: image113.png]


 (see Figure 11.7).
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Fig. 11.7 Comparison of the 95% confidence interval and the prediction interval 
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